


many applications require a combination of techniques. In short, the true strength of mobile agents is not
that they make new distributed applications possible, but rather that they allow a wide range of distributed
applications to be implemented efficiently, robustly and easily within a single, general framework.

In this chapter, we first motivate mobile agents in detail, comparing mobile agents with traditional client /server
techniques and other mobile-code systems, and survey several existing mobile-agent systems. Then we con-
sider a specific information-retrieval application, searching distributed collections of technical reports, and
how this application can be implemented easily using our own mobile-agent system, D’Agents. Our mobile-
agent implementation performs better than (or as well as) a more traditional RPC implementation when the
query is complex or network conditions are poor, but worse when the query is simple and network conditions
are good. Complex queries and slow networks allow inefficiencies in the core D’Agents and other mobile-
agent systems to be amortized over a longer execution or data-transfer time. These inefficiencies, which are
intrinsic to the early stages of mobile-agent development, primarily cause large migration and communication
overheads.! Fortunately, solutions to many of the inefficiencies already exist in high-performance servers and
recent mobile-agent work. Once these solutions are integrated into existing mobile-agent systems, mobile
agents will perform competitively in a much wider range of network environments.

Improving the performance of the core system does not address all of an agent’s needs. In particular, an
effective mobile agent is one that can choose dynamically all aspects of its behavior, i.e., how many agents
to send out, where to send them, whether those agents should migrate or remain stationary, whether those
agents should send out children, and so on. The agent must have access to a wealth of network, machine
and resource information, and a corresponding toolbox of planning algorithms, so that it can choose the
most effective migration strategy for its task and the current network conditions. Therefore, a mobile-agent
system must provide an extensive sensing and planning infrastructure.

In this chapter, we describe several simple directory and network-sensing services in the context of the
technical-report application. Then we present initial work on two more complex planning services: (1) a
set of planning algorithms that allow an agent or a small group of cooperating agents to identify the best
migration path through a network, and (2) a set of planning algorithms that tell an agent how to observe a
changing set of documents (specifically the pages available on the World Wide Web) in a way that detects
changes as soon as possible while minimizing overhead. In the second case, the current planning algorithms
are oriented towards a stationary agent that has moved to some attractive proxy site and is now observing
the documents from across the network. We consider, however, how the algorithms can be extended to an
agent that migrates continuously or sends out child agents.

Section 2 explores the motivation behind mobile agents in more detail. Section 3 surveys nine representative
mobile-agent systems, and briefly mentions other mobile-agent systems. Section 4 describes the technical-
report application and analyzes its performance. Finally, Section 5 discusses the two planning services.

2 Motivation

Mobile agents have several strengths. First, by migrating to the location of a needed resource, an agent can
interact with the resource without transmitting intermediate data across the network, conserving bandwidth
and reducing latencies. Similarly, by migrating to the location of a user, an agent can respond to user
actions rapidly. In either case, the agent can continue its interaction with the resource or user even if
network connections go down temporarily. These features make mobile agents particularly attractive in
mobile-computing applications, which often must deal with low-bandwidth, high-latency, and unreliable
network links.

Second, mobile agents allow traditional clients and servers to offload work to each other, and to change who
offloads to whom according to the capabilities and current loads of the client, server and network. Similarly,
mobile agents allow an application to dynamically deploy its components to arbitrary network sites, and to

I Migration overhead is the time on the source machine to pack up an agent’s current state and send the state to the
target machine, plus the time on the target machine to authenticate the incoming agent, start up an appropriate execution
environment, and restore the state.



re-deploy those components in response to changing network conditions.

Finally, most distributed applications fit naturally into the mobile-agent model, since a mobile agent can
migrate sequentially through a set of machines, send out a wave of child agents to visit machines in par-
allel, remain stationary and interact with resources remotely, or any combination of these three extremes.
Complex, efficient and robust behaviors can be realized with surprisingly little code. In addition, our own
experience with undergraduate programmers at Dartmouth suggests that mobile agents are easier to under-
stand than many other distributed-computing paradigms.

Although each of these strengths is a reasonable argument for mobile agents, it is important to realize that
none of these strengths are unique to mobile agents [CGH'95]. Any specific application can be implemented
just as efficiently with other techniques. These other techniques include message passing, remote procedure
calls (RPC) [BN84], remote object-method invocation (as in Java RMI [WRW96] or CORBA [BN95]), queued
RPC [JAT*95] (in which RPC calls are queued for later invocation if the network connection is down), remote
evaluation [Fal87, SG90, Sto94] (which extends RPC by allowing the client to send the procedure code to
the server, rather than just the parameters for an existing procedure), process migration [DO91, LS92],
stored procedures (such as [BP88], where SQL procedures can be uploaded into a relational database for
later invocation), Java applets [CW97] and servlets [Cha96] (which respectively are Java programs that are
downloaded by a Web browser or uploaded into a Web server), automatic installation facilities, application-
specific query languages, and application-specific proxies within the permanent network. None of these other
techniques, however, share all of the strengths of mobile agents.

Messaging passing and remote invocation. In contrast to message passing and remote invocation,
mobile code (including mobile agents) allows an application to conserve bandwidth and reduce latency even
if an information resource provides low-level operations, simply because the mobile code can be sent to
the network location of the resource. The mobile code can invoke as many low-level server operations as
needed to perform its task without transferring any intermediate data across the network. Moreover, the
mobile code can continue its task even if the network link between the client and server machines goes down.
The code has been sent to the other side of the link, and will not need the link again until it is ready to
send back a “final” result. The resource provider can implement a single high-level operation that performs
each client’s desired task in its entirety. Implementing these high-level operations, however, becomes an
intractable programming task as the number of distinct clients increases. In addition, it discourages modern
software engineering, since the server becomes a collection of complex, specialized routines, rather than
simple, general primitives.

Process migration. Typically, process-migration systems do not allow the processes to choose when and
where they migrate. Instead, most are designed to transparently move processes from one machine to another
to balance load. In addition, although some process-migration systems allow the processes to migrate across
heterogeneous machines [BVW95], these facilities still are intended for “closed” environments, where security
is less of a concern. Mobile agents, on the other hand, can move when and where they want, according to
their own application-specific criteria. For example, although mobile agents can move solely to obtain CPU
cycles, most mobile agents will move to colocate themselves with specific information resources. In addition,
nearly all mobile-agent systems have been designed from the ground up to be both platform-independent
and secure in open environments.

Remote evaluation, stored procedures, applets and servlets. Mobile agents are much more flexible
than these other forms of mobile code. First, a mobile agent can move from a client to server or from a
server to client. Most other forms of mobile code allow code transfer in a single direction only. Second,
a mobile agent can move at times of its own choosing. Java applets, in particular, are downloaded onto a
client machine only when a human user visits an associated Web page. Third, a mobile agent can move as
many times as desired. For example, if a server is implemented as a mobile agent, it can continuously move
from one network location to another to minimize the average latency between itself and its current clients
[RASS97]. Conversely, a client agent can migrate sequentially through some set of machines, accessing some
resource on each. For example, if a client agent needs to query one database to determine which query it
should run against a second database, it can migrate to the first database, run the first query, analyze the
query results to determine the second query, throw out the analysis code to make itself smaller, migrate
directly to the second database, run the second query, and carry just the final result back to its home



machine. Most implementations of remote evaluation and stored procedures, along with all Web browsers
and servers that support applets and servlets, do not allow the mobile code to spawn additional mobile code
onto different machines, making any form of sequential migration impossible. Instead, the client machine
must interact with each resource in turn.

Finally, a mobile agent can spawn off child agents no matter where it is in the network. For example, a
mobile agent can move to a dynamically selected proxy site, send out child agents to search some distributed
data collection in parallel, and then merge and filter the search results on the proxy site before carrying
just the final result back to the client. As with sequential migration, most implementations of the other
mobile-code techniques do not support such behavior.

Application-specific solutions. Finally, in contrast to application-specific solutions, such as specialized
query languages and dedicated proxies pre-installed at specific network locations, mobile agents are distin-
guished by both their flexibility and their ease of implementation. An application can send its own proxy
to an arbitrarily selected network location, and can move that proxy as network conditions change. In ad-
dition, a server simply can make its operations visible to visiting mobile agents, rather than implementing
higher-level operations or some application-specific language to minimize network traffic.

Summary. In short, an application must use one or more of these other techniques to realize the same
behavior that mobile agents allow, and different applications must use different techniques. The true strength
of mobile agents is that a wide range of distributed applications can be implemented efficiently, easily and
robustly within the same, general framework, and these applications can exhibit extremely flexible behavior
in the face of changing network conditions. As we show in Section 4, mobile-agent systems are not efficient
enough yet to be competitive with the other techniques in every situation. However, the potential for mobile
agents is clear, and mobile-agent researchers now share a common, realizable goal: a mobile-agent system
in which (1) inter-agent communication is as fast as traditional RPC, (2) migration of code is only a small
factor slower than an RPC call that transfers an equivalent amount of data, (3) computation-intensive
agents execute no more than twice as slowly as natively compiled code, and (4) a wide range of network-
status information is available to agents for use in their decision-making process. In such a system, migration
would be advantageous even if the task involved only a few operations at each information resource, and a
mobile agent could use its knowledge of the task, the needed information resources and the current network
conditions to decide whether to migrate or remain stationary. In other words, mobile agents would perform
no worse than equivalent solutions implemented with the other techniques, and would often perform much
better.

3 Survey of mobile-agent systems

In this section, we examine nine representative mobile-agent systems, and then briefly discuss their similar-
ities and differences.

3.1 Representative mobile-agent systems
3.1.1 Multiple-language systems

Ara. Ara? [PS97, Pei98] supports agents written in Tcl and C/C++. The C/C++ agents are compiled into
an efficient interpreted bytecode called MACE; this bytecode, rather than the C/C++ code itself, is sent from
machine to machine. For both Tcl and MACE, Ara provides a go instruction, which automatically captures
the complete state of the agent, transfers the state to the target machine, and resumes agent execution at the
exact point of the go. Ara also allows the agent to checkpoint its current internal state at any time during
its execution. Unlike other multiple-language systems, the entire Ara system is multi-threaded; the agent
server and both the Tcl and MACE interpreters run inside a single Unix process. Although this approach
complicates the implementation, it has significant performance advantages, since there is little interpreter

2http://www.uni-k1.de/AG-Nehmer/Ara/






